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Definitions of AI 
 
Introduction 

1. We call ourselves Homo sapiens – man the wise. Because of our mental capacities. 
2. We have tried to understand how we think; that is, how a mere handful of stuff can perceive, 

understand, predict, arid manipulate a world far larger and more complicated than itself. 
3. The field of artificial intelligence or AI attempts not just to understand but also to build 

intelligent entities. 
4. AI – the name itself was coined in 1956. 
5. AI currently encompasses a huge variety of subfields, ranging from general-purpose areas, 

such as learning and perception to such specific tasks as playing chess, proving mathematical 
theorems, musical composition and diagnosing diseases. 

6. A1 systematizes and automates intellectual tasks and is therefore potentially relevant to 
any sphere of human intellectual activity. In this sense, it is truly a universal field. 
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What is AI? 
 

1.  Definitions vary along two main dimensions: reasoning and behavior.  

2.  a tension exists between approaches centered around humans and 
approaches centered around rationality. 

3.  A human-centered approach must be an empirical science, involving 
hypothesis and experimental confirmation. 

4.  A rationalist approach involves a combination of mathematics and 
engineering. 

  
  



3 

Systems that think like humans  
1. “The exciting new effort to make computers think . . . machines with minds, in the full and literal sense.” 

(Haugeland, 1985) 
2. “[The automation of] activities that we associate with human thinking, activities such as decision-

making, problem solving, learning . . .” (Bellman, 1978) 

Systems that think rationally 
1. “The study of mental faculties through the use of computational models.” (Chamiak and McDermott, 

1985) 
2. “The study of the computations that make it possible to perceive, reason, and act.” (Winston, 1992) 

Systems that act like humans 
1. “The art of creating machines that perform functions that require intelligence when performed by 

people.” (Kurzweil, 1990) 
2. “The study of how to make computers do things at which, at the moment, people are better.” (Rich and 

Knight, 1991) 

Systems that act rationally 
1. “Computational Intelligence is the study of the design of intelligent agents.” (Poole et al., 1998) 
2. “A1 . . .is concerned with intelligent behavior in artifacts.” (Nilsson, 1998) 
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Acting humanly: The Turing Test approach 
The Turing Test, proposed by Alan Turing (195O), was designed to provide a satisfactory 
operational definition of intelligence. Rather than proposing a long and perhaps controversial list 
of qualifications required for intelligence, he suggested a test based on indistinguishability from 
undeniably intelligent entities – human beings. 
The computer passes the test if a human interrogator, after posing some written questions, cannot 
tell whether the written responses come from a person or not. A computer is really intelligent if it 
passes. 
Programming a computer to pass the test would need to possess the following capabilities: 
Natural language processing to enable it to communicate successfully in English. 
Knowledge representation to store what it knows. 
Automated reasoning to use the stored information to answer questions and to draw new 
conclusions; 
Machine learning to adapt to new circumstances and to detect and extrapolate patterns. 
Turing’s test deliberately avoided direct physical interaction between the interrogator and the 
computer, because physical simulation of a person is unnecessary for intelligence. 
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Total Turing Test includes a video signal so that the interrogator can test the subject’s perceptual 
abilities, as well as the opportunity for the interrogator to pass physical objects “through the 
hatch.” 
To pass the total Turing Test, the computer will need: 
Computer vision to perceive objects, and  
robotics to manipulate objects and move about. 
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Thinking humanly: The cognitive modeling approach 
 

 

If we are going to say that a given program thinks like a human, we must have some way of 
determining how humans think. We need to get inside the actual workings of human minds. 
There are two ways to do this: 

• through introspection- trying to catch our own thoughts as they go by and 
• through psychological experiments. Once we have a sufficiently precise theory of the 

mind, it becomes possible to express the theory as a computer program. 
If the program’s input/output and timing behaviors match corresponding human behaviors, that is 
evidence that some of the program’s mechanisms could also be operating in humans. 
 
The interdisciplinary field of cognitive science brings together computer models from A1 and 
experimental techniques from psychology to try to construct precise and testable theories of the 
workings of the human mind. 
Cognitive Science and Epistemology: Cognitive science, however, is necessarily based on 
experimental investigation of actual humans or animals. 
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Thinking rationally: The “laws of thought” approach 
The Greek philosopher Aristotle was one of the first to attempt to codify “right thinking,” that 
syllogisms is, irrefutable reasoning processes. His syllogisms provided patterns for argument 
structures that always yielded correct conclusions when given correct premises. 
The so-called logicist tradition within artificial intelligence hopes to build on such programs to 
create intelligent systems. 
There are two main obstacles to this approach: 

• First, it is not easy to take informal knowledge and state it in the formal terms required by 
logical notation, particularly when the knowledge is less than 100% certain. 

• Second, there is a big difference between being able to solve a problem “in principle” and 
doing so in practice. 

Even problems with just a few dozen facts can exhaust the computational resources of any 
computer unless it has some guidance as to which reasoning steps to try first. Although both of 
these obstacles apply to any attempt to build computational reasoning systems, they appeared first 
in the logicist tradition. 
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Acting rationally: The rational agent approach 
An agent is just something that acts (agent comes from the Latin agere, to do). 
Computer agents are expected to have other attributes that distinguish them from mere 
“programs,” such as operating under autonomous control, perceiving their environment, persisting 
over a prolonged time period, adapting to change, and being capable of taking on another’s goals. 
A rational agent is one that acts so as to achieve the best outcome or when there is uncertainty, 
the best expected outcome. 
In the “laws of thought” approach to AI, the emphasis was on correct inferences. 
Making correct inferences is sometimes part of being a rational agent, because one way to act 
rationally is to reason logically to the conclusion that a given action will achieve one’s goals and 
then to act on that conclusion. 
On the other hand, correct inference is not all of rationality, because there are often situations 
where there is no provably correct thing to do, yet something must still be done. 
There are also ways of acting rationally that cannot be said to involve inference. For example, 
recoiling from a hot stove is a reflex action that is usually more successful than a slower action 
taken after careful deliberation. 
If there is no solution, the program might never stop looking for one. 
 



9 

The Foundations of Artificial Intelligence 
 
 

 

Philosophy  
 
Can formal rules be used to draw valid conclusions? 
How does the mental mind arise from a physical brain? 
Where does knowledge come from? 
How does knowledge lead to action? 
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Aristotle (384-322 B.C.) was the first to formulate a precise set of laws governing the rational 
part of the mind. He developed an informal system of syllogisms for proper reasoning, which in 
principle allowed one to generate conclusions mechanically, given initial premises. 
Much later, Ramon Lull (d. 13 15) had the idea that useful reasoning could actually be carried 
out by a mechanical artifact – “concept wheels“. 
Thomas Hobbes (1588-1679) proposed that reasoning was like numerical computation that “we 
add and subtract in our silent thoughts.” The automation of computation itself was already well 
under way. 
Around 1500, Leonardo da Vinci (1452-1519) designed but did not build a mechanical 
calculator; recent reconstructions have shown the design to be functional. 
The first known calculating machine was constructed around 1623 by the German scientist 
Wilhelm Schickard (1592-1635). 
The Pascaline, built in 1642 by Blaise Pascal (1623-1662), is more famous. Pascal wrote that “the 
arithmetical machine produces effects which appear nearer to thought than all the actions of 
animals.” 
Gottfried Wilhelm Leibniz (1646-1716) built a mechanical device intended to carry out 
operations on concepts rather than numbers, but its scope was rather limited. 
Now that we have the idea of a set of rules that can describe the formal, rational part of the mind, 
the next step is to consider the mind as a physical system. 



11 

Rene Descartes (1596-1650) gave the first clear discussion of the distinction between mind and 
matter and of the problems that arise. 
One problem with a purely physical conception of the mind is that it seems to leave little room 
for free will: if the mind is governed entirely by physical laws, then it has no more free will than 
a rock “deciding” to fall toward the center of the earth. 
Problems with Cartesian dualism  
Alternative to dualism is materialism, which holds that the brain’s operation according to the 
laws of physics constitutes the mind. Free will is simply the way that the perception of available 
choices appears to the choice process. 
Given a physical mind that manipulates knowledge, the next problem is to establish the source of 
knowledge. The empiricism movement, starting with Francis Bacon’s (1561-1626) Novum is 
characterized by a dictum of John Locke (1632-1704): “Nothing is in the understanding, which 
was not first in the senses.” 
David Hume‘s (171 1-1776) A Treatise of Human Nature (Hume, 1739) proposed what is now 
known as the principle of induction: that general rules are acquired by exposure to repeated 
associations between their elements. 
Building on the work of Ludwig Wittgenstein (1889-1951) and Bertrand Russell (1872-1970), 
the famous Vienna Circle, led by Rudolf Carnap (1891-1970), developed the doctrine of logical 
positivism.  
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This doctrine holds that all knowledge can be characterized by logical theories connected, 
ultimately, to observation sentences that correspond to sensory inputs. 
The confirmation theory of Carnap and Carl Hempel (1905-1997) attempted to understand how 
knowledge can be acquired from experience. 
Carnap’s book The Logical Structure of the World (1928) defined an explicit computational 
procedure for extracting knowledge from elementary experiences. It was probably the first theory 
of mind as a computational process. 
The final element in the philosophical picture of the mind is the connection between knowledge 
and action. This question is vital to AI, because intelligence requires action as well as reasoning. 
Moreover, only by understanding how actions are justified can we understand how to build an 
agent whose actions are justifiable (or rational). 
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Mathematics 
What are the formal rules to draw valid conclusions? 
What can be computed? 
How do we reason with uncertain information? 
Philosophers staked out most of the important ideas of AI, but the leap to a formal science required 
a level of mathematical formalization in three fundamental areas: logic, computation, and 
probability. 
The idea of formal logic can be traced back to the philosophers of ancient Greece, but its 
mathematical development really began with the work of George Boole (1815-1864), who 
worked out the details of propositional or Boolean logic. 
In 1879, Gottlob Frege (1848-1925) extended Boole’s logic to include objects and relations, 
creating the first-order logic that is used today as the most basic knowledge representation 
system. 
Alfred Tarski (1902-1983) introduced a theory of reference that shows how to relate the objects 
in a logic to objects in the real world. 
The next step was to determine the limits of what could be done with logic and computation. 
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The first nontrivial algorithm is thought to be Euclid’s algorithm for computing greatest common 
denominators. 
The study of algorithms as objects in themselves goes back to al-Khowarazmi, a Persian 
mathematician of the 9th century, whose writings also introduced Arabic numerals and algebra to 
Europe. 
Boole and others discussed algorithms for logical deduction and by the late 19th century, efforts 
were under way to formalize general mathematical reasoning as logical deduction. 
In 1900, David Hilbert (1862-1943) presented a list of 23 problems that he correctly predicted 
would occupy mathematicians for the bulk of the century. 
The final problem asks whether there is an algorithm for deciding the truth of any logical 
proposition involving the natural numbers – the famous “decision problem”. Essentially, Hilbert 
was asking whether there were fundamental limits to the power of effective proof procedures. 
In 1930, Kurt Godel (1906-1978) showed that there exists an effective procedure to prove any 
true statement in the first-order logic of Frege and Russell, but that first-order logic could not 
capture the principle of mathematical induction needed to characterize the natural numbers. 
In 1931, he showed that real limits do exist. 
His incompleteness theorem showed that in any language expressive enough to describe the 
properties of the natural numbers, there are true statements that are undecidable in the sense 
that their truth cannot be established by any algorithm. 
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This fundamental result can also be interpreted as showing that there are some functions on the 
integers that cannot be represented by an algorithm, that is, they cannot be computed. 
This motivated Alan Turing (1912-1954) to try to characterize exactly which functions are 
capable of being computed. This notion is actually slightly problematic, because the notion of a 
computation or effective procedure really cannot be given a formal definition. 
However, the Church-Turing thesis, which states that the Turing machine (Turing, 1936) is 
capable of computing any computable (?) function, is generally accepted as providing a sufficient 
definition. 
Turing also showed that there were some functions that no Turing machine can compute. For 
example, no machine can tell in general whether a given program will return an answer on a 
given input or run forever. 
Although undecidability and noncomputability are important to an understanding of 
computation, the notion of intractability has had a much greater impact. 
A problem is called intractable if the time required to solve instances of the problem grows 
exponentially with the size of the instances. 
  



16 

 
 
 
 
Besides logic and computation, the third great contribution of mathematics to AI is the 
theory of probability. The Italian Gerolamo Cardano (1501-1576) first framed the idea of 
probability, describing it in terms of the possible outcomes of gambling events. 
Probability quickly became an invaluable part of all the quantitative sciences, helping to deal 
with uncertain measurements and incomplete theories. 
Pierre Fermat (1601-1665), Blaise Pascal (1623-1662), James Bernoulli (1654-1705), F’ierre 
Laplace (1749-1827), and others advanced the theory and introduced new statistical methods. 
Thomas Bayes (1702-1 761) proposed a rule for updating probabilities in the light of new 
evidence. Bayes’ rule and the resulting field called Bayesian analysis form the basis of most 
modern approaches to uncertain reasoning in AI systems. 
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Economics (1776-present) 

How should we make decisions so as to maximize payoff? 
How should we do this when others may not go along? 
How should we do this when the payoff may be far in the future? 
The science of economics got its start in 1776, when Scottish philosopher Adam Smith (1723-
1790) published An Inquiry into the Nature and Causes of the Wealth of Nations. While the ancient 
Greeks and others had made contributions to economic thought, Smith was the first to treat it as a 
science, using the idea that economies can be thought of as consisting of individual agents 
maximizing their own economic well-being. 
Most people think of economics as being about money, but economists will say that they are 
really studying how people make choices that lead to preferred outcomes or utility. 
Decision theory, which combines probability theory with utility theory, provides a formal and 
complete framework for decisions (economic or otherwise) made under uncertainty that is, in 
cases where probabilistic descriptions appropriately capture the decision-maker’s environment. 
This is suitable for “large” economies where each agent need pay no attention to the actions of 
other agents as individuals. 
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For “small” economies, the situation is much more like a game: the actions of one player can 
significantly affect the utility of another (either positively or negatively). 
Von Neumann and Morgenstern’s development of game theory included the surprising result 
that, for some games, a rational agent should act in a random fashion, or at least in a way that 
appears random to the adversaries. 
For the most part, economists did not address the third question listed above, namely, how to make 
rational decisions when payoffs from actions are not immediate but instead result from several 
actions taken in sequence.  
This topic was pursued in the field of operations research, which emerged in World War I1 from 
efforts in Britain to optimize radar installations, and later found civilian applications in complex 
management decisions. 
The work of Richard Bellman (1957) formalized a class of sequential decision problems called 
Markov decision processes. 
Work in economics and operations research has contributed much to our notion of rational agents. 
For many years AI research developed along entirely separate paths. One reason was the apparent 
complexity of making rational decisions. Herbert Simon, the pioneering AI researcher, won the 
Nobel prize in economics in 1978 for his early work showing that models based on satisficing-
making decisions that are “good enough,” rather than laboriously calculating an optimal 
decision. The earlier gives a better description of actual human behavior. 
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Neuroscience (1861-present) 

How do brains process information? 
Neuroscience is the study of the nervous system, particularly the brain. The exact way in which 
the brain enables thought is one of the great mysteries of science. 
It has been appreciated for thousands of years that the brain is somehow involved in thought, 
because of the evidence that strong blows to the head can lead to mental incapacitation. 
Brain is recognized as the seat of consciousness. Before then, candidate locations included the 
heart, the spleen, and the pineal gland. 
Paul Broca‘s (1824-1880) study of aphasia (speech deficit) in brain-damaged patients in 1861 
reinvigorated the field and persuaded the medical establishment of the existence of localized areas 
of the brain responsible for specific cognitive functions. 
Despite these advances, we are still a long way from understanding how any of these cognitive 
processes actually work. 
The truly amazing conclusion is that a collection of simple cells can lead to thought, action, and 
consciousness or, in other words, that brains cause minds (Searle, 1992). 
The only real alternative theory is mysticism: that there is some mystical realm in which minds 
operate that is beyond physical science. 
Brains and computers perform quite different tasks and have different properties. 
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Moore’s Law predicts that the CPU’s gate count will equal the brain’s neuron count around 
2020. Moore’s Law says that the number of transistors per square inch doubles every 1 to 1.5 
years. Human brain capacity doubles roughly every 2 to 4 million years. 
Even though a computer is a million times faster in raw switching speed, the brain ends up being 
100,000 times faster at what it does. 
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Psychology (1879-present) 
How do humans and animals think and act? 
The origins of scientific psychology are usually traced to the work of the German physicist 
Hermann von Helmholtz (1821-1894) and his student Wilhelm Wundt (1 832-1920). 
Helmholtz applied the scientific method to the study of human vision, and his Handbook of 
Physiological Optics is even now described as “the single most important treatise on the physics 
and physiology of human vision” (Nalwa, 1993, p.15). 
In 1879, Wundt opened the first laboratory of experimental psychology at the University of 
Leipzig. Wundt insisted on carefully controlled experiments in which his workers would perform 
a perceptual or associative task while introspecting on their thought processes. 
Biologists studying animal behavior on the other hand, lacked introspective data and developed 
an objective methodology.  
Applying this viewpoint to humans, the behaviorism movement, led by John Watson (1878-
1958), rejected any theory involving mental processes on the grounds that introspection could 
not provide reliable evidence. 
Behaviorists emphasize on studying only objective measures of the percepts given to an animal 
and its resulting actions (or response).  
The so-called mental constructs such as knowledge, beliefs, goals, and reasoning steps were 
dismissed as unscientific “folk psychology.” 
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Behaviorism discovered a lot about rats and pigeons, but had less success at understanding 
humans. 
The view of the brain as an information-processing device, which is a principal characteristic 
of cognitive psychology, can be traced back at least to the works of William James. 
Cambridge’s Applied Psychology Unit reestablished the legitimacy of “mental” terms as beliefs 
and goals, arguing that they are just as scientific as, say, using pressure and temperature to talk 
about gases, despite their being made of molecules that have neither. 
Craik specified the three key steps of a knowledge-based agent: 

1. the stimulus must be translated into an internal representation, 
2. the representation is manipulated by cognitive processes to derive new internal 

representations, and 
3. these are in turn retranslated back into action. 

He clearly explained why this was a good design for an agent: 
If the organism carries a “small-scale model” of external reality and of its own possible actions 
within its head, it is able to try out various alternatives, conclude which is the best of them, react 
to future situations before they arise, utilize the knowledge of past events in dealing with the 
present and future, and in every way to react in a much fuller, safer, and more competent manner 
to the emergencies which face it. (Craik, 1943) 
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Meanwhile, in the United States, the development of computer modeling led to the creation of the 
field of cognitive science. The field can be said to have started at a workshop in September 1956 
at MIT. This is just two months after the conference at which AI itself was “born.” 
At the workshop, George Miller presented The Magic Number Seven, Noam Chomsky presented 
Three Models of Language, and Allen Newel1 and Herbert Simon presented The Logic Theory 
Machine.  
These three influential papers showed how computer models could be used to address the 
psychology of memory, language, and logical thinking, respectively. 
It is now a common view among psychologists that “a cognitive theory should be like a computer 
program” that is, it should describe a detailed information-processing mechanism whereby some 
cognitive function might be implemented. 
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Linguistics (1957-present) 

How does language relate to thought? 
In 1957, B. F. Skinner published Verbal Behavior. This was a comprehensive, detailed account 
of the behaviorist approach to language learning, written by the foremost expert in the field. 
A review of the book became as well known as the book itself, and served to almost kill off interest 
in behaviorism. The author of the review was Noam Chomsky, who had just published a book 
on his own theory, Syntactic Structures.  
Chomsky showed how the behaviorist theory did not address the notion of creativity in 
language. It did not explain how a child could understand and make up sentences that he or she 
had never heard before. 
Chomsky’s theory, based on syntactic models going back to the Indian linguist Panini (b.c.350), 
could explain this, and unlike previous theories, it was formal enough that it could in principle be 
programmed. 
Modern linguistics and AI, then, were “born” at about the same time, and grew up together, 
intersecting in a hybrid field called computational linguistics or natural language processing.  
The problem of understanding language soon turned out to be considerably more complex than it 
seemed in 1957. 



25 

Understanding language requires an understanding of the subject matter and context, not just 
an understanding of the structure of sentences. 
This might seem obvious, but it was not widely appreciated until the 1960s. Much of the early 
work in knowledge representation (the study of how to put knowledge into a form that a 
computer can reason with) was tied to language and informed by research in Linguistics, which 
was connected in turn to decades of work on the philosophical analysis of language. 
With the background material behind us, we are ready to cover the development of AI itself. 
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The State of the Art 
What can AI do today?  
A concise answer is difficult, because there are so many activities in so many subfields. 

Autonomous planning and scheduling  
A hundred million miles from Earth, NASA’s Remote Agent Program became the first on-board 
autonomous planning program. It control the scheduling of operations for a spacecraft 
Remote Agent generated plans from high-level goals specified from the ground, and it monitored 
the operation of the spacecraft as the plans were executed-detecting, diagnosing, and recovering 
from problems as they occurred. 

Game playing  
IBM’s Deep Blue became the first computer program to defeat the world champion in a chess 
match when it bested Garry Kasparov by a score of 3.5 to 2.5 in an exhibition match. 
Kasparov said that he felt a “new kind of intelligence” across the board from him. Newsweek 
magazine described the match as “The brain’s last stand.” The value of IBM’s stock increased by 
$18 billion. 
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Autonomous control  
The ALVINN computer vision system was trained to steer a car to keep it following a lane. Video 
cameras that transmit road images to ALVINN, which then computes the best direction to steer, 
based on experience from previous training runs. 

Diagnosis  
Medical diagnosis programs based on probabilistic analysis have been able to perform at the level 
of an expert physician in several areas of medicine. Heckerman (1991) describes a case where a 
leading expert on lymph-node pathology scoffs at a program’s diagnosis of an especially difficult 
case. 
The creators of the program suggest he ask the computer for an explanation of the diagnosis. The 
machine points out the major factors influencing its decision and explains the subtle interaction 
of several of the symptoms in this case. Eventually, the expert agrees with the program. 

Logistics Planning  
During the Persian Gulf crisis of 1991, U.S. forces deployed a Dynamic Analysis and 
Replanning Tool, DART (Cross and Walker, 1994), to do automated logistics planning and 
scheduling for transportation. This involved up to 50,000 vehicles, cargo, and people at a time, 
and had to account for starting points, destinations, routes, and conflict resolution among all 
parameters. 
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The AI planning techniques allowed a plan to be generated in hours that would have taken weeks 
with older methods. The Defense Advanced Research Project Agency (DARPA) stated that this 
single application more than paid back DARPA’s 30-year investment in AI. 

Robotics  
Many surgeons now use robot assistants in microsurgery. Computer vision techniques are used to 
create a three-dimensional model of a patient’s internal anatomy and then uses robotic control to 
guide the insertion of a hip replacement prosthesis. 

Language understanding and problem solving  
PROVERB is a computer program that solves crossword puzzles better than most humans, using 
constraints on possible word fillers, a large database of past puzzles, and a variety of information 
sources including dictionaries and online databases such as a list of movies and the actors that 
appear in them. 
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Summary  
Some of the important points are as follows: 
Different people think of AI differently. Two important questions to ask are: Are you concerned 
with thinking or behavior? Do you want to model humans or work from an ideal standard? 
Intelligence is concerned mainly with rational action. Ideally, an intelligent agent takes the best 
possible action in a situation. We will study the problem of building agents that are intelligent in 
this sense. 
Philosophers (going back to 400 B.c.) made AI conceivable by considering the ideas that the 
mind is in some ways like a machine, that it operates on knowledge encoded in some internal 
language, and that thought can be used to choose what actions to take. 
Mathematicians provided the tools to manipulate statements of logical certainty as well as 
uncertain, probabilistic statements. They also set the groundwork for understanding computation 
and reasoning about algorithms. 
Economists formalized the problem of making decisions that maximize the expected outcome to 
the decision-maker. 
Psychologists adopted the idea that humans and animals can be considered information 
processing machines. 
Linguists showed that language use fits into this model. 
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Philosophical Arguments Against “Strong” AI 
 
Strong vs. Weak AI 
 

• “Weak” AI just claims the computer is a useful tool for studying intelligence and developing 
useful technology. A running AI program is at most a simulation of a cognitive 
process but is not itself a cognitive process. Analogously, a meteorological computer 
simulation of a hurricane is not a hurricane. 
 

• “Strong” AI claims that a computer can in principle be programmed to 
actually BE a mind, to be intelligent, to understand, perceive, have beliefs, and exhibit 
other cognitive states normally ascribed to human beings. 
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Searle’s Chinese Room 
• Imagine an English-speaking human-being who knows no Chinese is put in a room and asked 

to simulate the execution of a computer program operating on Chinese characters which 
he/she does not understand. 

• Imagine the program the person is executing is an AI program which is receiving natural 
language stories and questions in Chinese and responds appropriately with written Chinese 
sentences. 

• The claim is that even if reasonable natural language responses are being generated that are 
indistinguishable from ones a native Chinese speaker would generate, there is no 
“understanding” since only meaningless symbols are being manipulated. 

 
  

https://epistemicworld.files.wordpress.com/2016/08/image-01.jpg
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The Turing Test 
• If the response of a computer to an unrestricted textual natural-language conversation cannot 

be distinguished from that of a human being then it can be said to be intelligent. 

 
• Searle doesn’t directly question whether a computer could pass the Turing test. Rather, he 

claims that even if it did, it would not exhibit “understanding.” 
  

https://epistemicworld.files.wordpress.com/2016/08/image-02.jpg
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Responses to Searle 
 

• The Systems Reply: The person doesn’t understand Chinese but the whole system of the 
program, room, plus person understands Chinese. 
 

• The Robot Reply: If you give the computer a robotic body and sensors through which it 
interacts with the world in the same way as a person then it would understand. 
 

• The Brain Simulator Reply: If the program was actually simulating the firing of all the 
neurons in a human brain then it would understand. 

 

• The Combination Reply: If the program was simulating a human brain AND had a robotic 
body and sensors then it would understand. 

 

• The Other Minds Reply: If there is no understanding in the room then how do ever know 
that anyone ever understands anything. 

 

• The Many Mansions Reply: Maybe a digital computer won’t work but you can build an 
artificial intelligence using different devices more like neurons that will understand. 
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Systems Reply 
 

• Searle’s response is to let the person internalize the entire system memorizing the program 
and all intermediate results. 
 

• Assuming this were somehow actually possible, then the person would arguably contain two 
minds, one which understood English and one that understood Chinese. The fact that the 
English mind doesn’t “understand” the Chinese mind seems to obscure the understanding of 
the Chinese mind itself. 
 

• According to Searle, the Chinese room lacks the “causal powers of the brain” and therefore 
cannot understand. Why doesn’t the room or silicon chips have such “causal powers.” How 
would we know whether the “brains” of an intelligent alien species have such “causal 
powers?” Searle claims this is an “empirical question” but gives no experimental procedure 
for determining it. 
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Robot Reply 
 

• Searle’s response is that even if the symbols entering the room come from television cameras 
and other sensors and the outputs control motors, the basic lack of “understanding” doesn’t 
change. 
 

• Some AI researchers still believe it is important to have symbols “grounded” in actual 
experience with the physical world in order for them to have “meaning.” 
 

• In any case, it would probably be extremely difficult to write a program with all the 
knowledge of the physical world necessary to past the Turing test without having learned it 
from actual interaction with the world. 
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Brain Simulator Reply 
 

• Searle’s response is that even a formal simulation of all the properties of the brain wouldn’t 
have the “causal properties” of the brain that allow for intentionality and “understanding.” 
 

• Therefore, if each of your neurons were incrementally replaced with silicon circuits that 
replicated their I/O behavior, your observable behavior would not change but, according to 
Searle, at some point you would stop actually “understanding” anything. 
 

Other Minds Reply 
 

• Searle’s response is that of course anyone can be fooled into attributing “understanding” 
when there actually is none, but that does not change the fact that no real understanding is 
taking place. 
 

• However, there then seems to be no empirical test that could actually decide whether 
“understanding” is taking place or not and solipsism is the only truly reliable recourse.  
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Many Mansions Reply 
 

• Searle’s response is that strong AI is committed to the use of digital computers and that he 
has no argument against intelligence based on potential alternative physical systems that 
possess “causal processes.” 
 

• Searle is not a dualist in the traditional sense and grants that the mind is based on physical 
processes, just that a computer program does not possess the proper physical processes. 
 

• He claims that, if anything, proponents of strong AI believe in a kind of dualism since they 
believe the critical aspect of mind is in non-physical software rather than in physical 
hardware. 
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The Emperor’s New Mind  
 

• Roger Penrose, a distinguished Oxford mathematician and physicist, has recently 
published a couple of books critical of strong AI (The Emperor’s New Mind, Shadows of 
the Mind) 
 

• His basic argument is that Gödel’s Incompleteness Theorem provides strong evidence 
against strong AI. 
 

• Unlike Searle, he is unwilling to grant the possibility that a computer could actually ever pass 
the Turing test since he believes this would require abilities that are incomputable. 
 

• However, he is also not a dualist and believes that the behavior of the brain is actually 
physically determined. 
 

• Since current theory in physics is either computable or non- deterministic (truly random) he 
believes that a new physics needs to be developed that unifies quantum mechanics and 
general relativity (quantum gravity theory) that is deterministic but noncomputable. 
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Gödel’s Theorem 
 

• Godel’s theorem states that any consistent axiomization of arithmetic is necessarily 
incomplete in that there will always be true statements of arithmetic that cannot be proven 
from these axioms. 
 

• This is proved by constructing, for any given set of axioms, A, a “Gödel sentence” which is 
unprovable from the axioms A; and effectively states “This statement cannot be proven from 
the axioms A.” 
 

• Any computer program that judges the truth of mathematical statements is equivalent to some 
formal set of axioms and is therefore necessarily incomplete. 
 

• No formal system (program) powerful enough to capture arithmetic is powerful enough 
to prove its own consistency. 
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Claimed Implications of Gödel’s Theorem 
• People seem to simply be able to “see” the truth of some mathematical statements (e.g. Gödel 

sentences) through “intuition” and “insight” independent of proof in any formal system and 
therefore an algorithm must not underly human mathematical reasoning. 
 

• Penrose makes the more precise claim: 
Human mathematicians are not using a knowably sound algorithm in order to ascertain 
mathematical truth. 
If they were, it would constitute an algorithm which can assert it’s own soundness which Gödel’s 
theorem proves is impossible. 
 

• Penrose’s mathematical philosophy is Platonism, which claims mathematical statements are 
true or false independent of any particular formal system (set of axioms) and that humans 
can “see” the truth of some statements through direct contact with the “Platonic world of 
mathematical ideas.” 
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Two Interpretations 
 

• Gödel himself was also a Platonist who believed that his theorem implied that human 
mathematical insight was not based on any algorithm. 
 

• Turing on the other hand simply believed it implied that human mathematical reasoning is 
potentially unsound. 
 

In other words, then, if a machine is expected to be infallible, it cannot also be intelligent.  
 
There are several theorems which say almost exactly that.  But these theorems say nothing 
about how much intelligence may be displayed if a machine makes no pretence at 
infallibility. 
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Alternatives Consistent with Strong AI 
• An unsound (but presumably usually correct) algorithm underlies human mathematical 

intuition and we may or may not be able to eventually know it. 
• A sound algorithm underlies human mathematical intuition but it is horrendously 

complicated and we can never know it completely (and it of course could vary some from 
individual to individual). 

 
Penrose’s Arguments Against These Alternatives 

• Penrose believes human mathematical reasoning is knowably sound, saying to assume 
otherwise: 

…seems to be totally at variance with what mathematicians seem actually to be doing when they 
express their arguments in terms that can (at least in principle) be broken down into assertions 
that are ‘obvious’ and agreed by all. I would regard it as far-fetched in the extreme to believe that 
it is really the horrendous unkowable X, rather than these simple and obvious ingredients that lies 
lurking behind all our mathematical understanding. 

• But is it far-fetched to assume that what appears “obvious” to a human being might actually 
rely on a very complex neurobiological process that could even make a mistake? Aren’t the 
incorrect conclusions prompted by various visual illusions “obvious” to people. Clearly this 
alternative is exactly what most proponents of strong AI actually believe. 
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Weak AI vs Strong AI 
 

WEAK AI:  

CAN MACHINES ACT INTELLIGENTLY? 
The argument from disability 
The mathematical objection 
The argument from informality 

 

STRONG AI:  

CAN MACHINES REALLY THINK? 
The mind-body problem 
The "brain in a vat" experiment 
The brain prosthesis experiment 
The Chinese room 
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The argument from disability 
 
The "argument from disability" makes the claim that "a machine can never – 
 
be kind, resourceful, beautiful, friendly, have initiative, have a sense of humor, tell right from 
wrong, make mistakes, fall in love, enjoy strawberries and cream, make someone fall in love with 
it, learn from experience,  use words properly, be the subject of its own thought, have as much 
diversity of behavior as man, do something really new. 
 
It is undeniable that computers now do many things that previously were the domain of humans 
alone. Programs play chess, checkers and other games, inspect parts on assembly lines, check the 
spelling of word processing documents, steer cars and helicopters, diagnose diseases, and do 
hundreds of other tasks as well as or better than humans.  
 
Computers have made small but significant discoveries in astronomy, mathematics, chemistry, 
mineralogy, biology, computer science, and other fields. Each of these required performance at 
the level of a human expert. 
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It is clear that computers can do many things as well as or better than humans, including things 
that people believe require great human insight and understanding.  
 
This does not mean, of course, that computers use insight and understanding in performing these 
tasks-those are not part of behavior, and we address such questions elsewhere.  
 
But the point is that one's first guess about the mental processes required to produce a given 
behavior is often wrong.  
 
It is also true, of course, that there are many tasks at which computers do not yet excel (to put it 
mildly), including Turing's task of carrying on an open-ended conversation. 
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The mathematical objection 
certain mathematical questions are in principle unanswerable by particular formal systems. 
Godel’s incompleteness theorem: for any formal axiomatic system F powerful enough to do 
arithmetic, it is possible to construct a so-called “Godel sentence” G(F) with the following 
properties: 
G(F) is a sentence of F, but cannot be proved within F. 
If F is consistent, then G(F) is true. 

1. R. Lucas (1961) have claimed that this theorem shows that machines are mentally inferior 
to humans, because machines are formal systems that are limited by the incompleteness 
theorem. 

They cannot establish the truth of their own Godel sentence, while humans have no such 
limitation. Three problems: 
First, Godel7s incompleteness theorem applies only to formal systems that are powerful enough 
to do arithmetic. This includes Turing machines, and Lucas’s claim is in part based on the 
assertion that computers are Turing machines. This is a good approximation, but is not quite true. 
Turing machines are infinite, whereas computers are finite, and any computer can therefore be 
described as a (very large) system in propositional logic, which is not subject to 
Godel’s incompleteness theorem. 
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Second, an agent should not be too ashamed that it cannot establish the truth of some sentence 
while other agents can. 
“Consider the sentence J. R. Lucas cannot consistently assert that this sentence is true.” 
If Lucas asserted this sentence then he would be contradicting himself, so therefore Lucas cannot 
consistently assert it, and hence it must be true. 
The sentence cannot be false, because if it were then Lucas could not consistently assert it, so it 
would be true. 
We have thus demonstrated that there is a sentence that Lucas cannot consistently assert while 
other people (and machines) can. But that does not make us think less of Lucas. 
To take another example – 
No human could compute the sum of 10 billion 10 digit numbers in his or her lifetime, but a 
computer could do it in seconds. Still, we do not see this as a fundamental limitation in the 
human’s ability to think. 
Humans were behaving intelligently for thousands of years before they invented mathematics, so 
it is unlikely that mathematical reasoning plays more than a peripheral role in what it means to be 
intelligent. 
Third, even if we grant that computers have limitations on what they can prove, there is no 
evidence that humans are immune from those limitations. It is all too easy to show rigorously that 
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a formal system cannot do X, and then claim that humans can do X using their own informal 
method, without giving any evidence for this claim. 
Indeed, it is impossible to prove that humans are not subject to Godel’s incompleteness theorem, 
because any rigorous proof would itself contain a formalization of the claimed unformalizable 
human talent, and hence refute itself. 
So we are left with an appeal to intuition that humans can somehow perform superhuman feats 
of mathematical insight. This appeal is expressed with arguments such as “we must assume our 
own consistency, if thought is to be possible at all” (Lucas, 1976). 
But if anything, humans are known to be inconsistent. This is certainly true for everyday 
reasoning, but it is also true for careful mathematical thought. 
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The argument from informality of behavior 
Raised by Turing 
Human behavior is far too complex to be captured by any simple set of rules 
and that because computers can do no more than follow a set of rules, they cannot generate 
behavior as intelligent as that of humans. 
The inability to capture everything in a set of logical rules is called the qualification problem in 
AI. 
The principal proponent of this view has been the philosopher Hubert Dreyfus, who has produced 
a series of influential critiques of artificial intelligence: What Computers Can’t Do (19721, What 
Computers Still Can’t Do (19921, and, with his brother Stuart, Mind Over Machine (1 986). 
The position they criticize came to be called “Good Old Fashioned AI,” or GOFAI a term coined 
by Haugeland (1985). 
GOFAI is supposed to claim that all intelligent behavior can be captured by a system that reasons 
logically from a set of facts and rules describing the domain. 
Dreyfus is correct in saying that logical agents are vulnerable to the qualification problem. 
probabilistic reasoning systems are more appropriate for open-ended domains. 
The Dreyfus’s critique therefore is not addressed against computers per se, but rather against one 
particular way of programming them. 
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Under Dreyfus’s view, human expertise does include knowledge of some rules, but only as a 
“holistic context” or “background” within which humans operate. 
He gives the example of appropriate social behavior in giving and receiving gifts: “Normally one 
simply responds in the appropriate circumstances by giving an approprialte gift.” 
One apparently has “a direct sense of how things are done and what to expect.” 
The same claim is made in the context of chess playing: “A mere chess master might need to 
figure out what to do, but a grandmaster just sees the board as demanding a certain move . . .the 
right response just pops into his or her head.” 
It is certainly true that much of the thought processes of a present-giver or grandmaster is done at 
a level that is not open to introspection by the conscious mind. 
But that does not mean that the thought processes do not exist. 
The important question that Dreyfus does not answer is ‘how the right move gets into the 
grandmaster’s head?’. 
Daniel Dennett’s (1984) comment, ‘It is rather as if philosophers were to proclaim themselves 
expert explainers of the methods of stage magicians, and then, when we ask how the magician 
does the sawing the lady in half trick. They explain that it is really quite obvious: the magician 
doesn’t really saw her in half; he simply makes it appear that he does. “But how does he do that?’ 
we ask. “Not our department,” say the philosophers…! 
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Dreyfus and Dreyfus (1986) propose a five-stage process of acquiring expertise, beginning with 
rule-based processing (of the sort proposed in GOFAI) and ending with the ability to select correct 
responses instantaneously. 
In making this proposal, Dreyfus and Dreyfus in effect move from being A1 critics to AI theorists. 
They propose a neural network architecture organized into a vast “case library,” but point out 
several problems. Fortunately, all of their problems have been addressed, some with partial 
success and some with total success. Their 
problems include: 

1. Good generalization from examples cannot be achieved without background knowledge. 
2. Neural network learning is a form of supervised learning, requiring the prior identification 

of relevant inputs and correct outputs. Therefore, they claim, it cannot operate autonomously 
without the help of a human trainer. In fact, learning without a teacher can be accomplished 
by unsupervised learning and 

Reinforcement learning. 
3. Learning algorithms do not perform well with many features, and if we pick a subset of 

features, “there is no known way of adding new features, should the current set prove 
inadequate to account for the learned facts.” 
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In fact, new methods such as support vector machines handle large feature sets very well. As we 
saw in Chapter 19, there are also principled ways to generate new features, although much more 
work is needed. 

4. The brain is able to direct its sensors to seek relevant information and to process it to extract 
aspects relevant to the current situation. 

But, they claim, “Currently, no details of this mechanism are understood or even hypothesized in 
a way that could guide AI research.” 
In fact, the field of active vision, underpinned by the theory of information value is concerned 
with exactly the problem of directing sensors, and already some robots have incorporated the 
theoretical results obtained. 
In sum, many of the issues Dreyfus has focused on background commonsense knowledge, the 
qualification problem, uncertainty, learning, compiled forms of decision making, the 
importance of considering situated agents rather than disembodied inference engines – have by 
now been incorporated into standard intelligent agent design. 
In our view, this is evidence of AI’s progress, not of its impossibility. 
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Can Machines Really Think? 
Turing Test: actual thinking vs simulation of thinking. 
Turing cites a speech by Professor Geoffrey Jefferson (1949): 
Not until a machine could write a sonnet or compose a concerto because of thoughts and emotions 
felt, and not by the chance fall of symbols, could we agree that machine equals brain-that is, not 
only write it but know that it had written it. 
Turing calls this the argument from consciousness – the machine has to be aware of its own 
mental states and actions. 
While consciousness is an important subject, Jefferson’s key point actually relates to 
phenomenology, or the study of direct experience – the machine has to actually feel emotions. 
Others focus on intentionality – that is, the question of whether the machine’s purported beliefs, 
desires, and other representations are actually “about” something in the real world. 
Turing’s response to the objection is interesting. 
He could have presented reasons that machines can in fact be conscious (or have phenomenallogy, 
or have intentions). Instead, he maintains that the question is just as ill-defined as asking, “Can 
machines think?” 
Besides, why should we insist on a higher standard for machines than we do for humans? 
The problem of other minds – 
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After all, in ordinary life we never have any direct evidence about the internal mental states of 
other humans. 
Conversation with a machine on creative aspects of literature and philosophy which are of 
exclusive human intellect. 
Turing concedes that the question of consciousness is a difficult one, but denies that it has much 
relevance to the practice of AI: 
I do not wish to give the impression that I think there is no mystery about consciousness . . . But I 
do not think these mysteries necessarily need to be solved before we can answer the question with 
which we are concerned in this paper. 
We agree with Turing – we are interested in creating programs that behave intelligently, not in 
whether someone else pronounces them to be real or simulated. 
On the other hand, many philosophers are keenly interested in the question of consciousness. 
To help understand it, we will consider the question of whether other artifacts are considered real. 
In 1848, artificial urea was synthesized for the first time, by Frederick Wohler. 
This was important because it proved that organic and inorganic chemistry could be united, a 
question that had been hotly debated. Once the synthesis was accomplished, chemists agreed that 
artificial urea was urea, because it had all the right physical properties. 
Similarly, artificial sweeteners are undeniably sweeteners, and artificial insemination is 
undeniably insemination. 
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On the other hand, artificial flowers are not flowers. 
Is an artificial Picasso painting a Picasso painting, no matter what it looks like? 
We can conclude that in some cases, the behavior of an artifact is important, while in others, it is 
the artifact’s pedigree that matters. 
Which one is important in which case seems to be a matter of convention. 
But for artificial minds, there is no convention, and we are left to rely on intuitions. 
The philosopher John Searle (1980) has a strong one: 
No one supposes that a computer simulation of a storm will leave us all wet . . . Why on earth 
would anyone in his right mind suppose a computer simulation of mental processes actually had 
mental processes? 
While it is easy to agree that computer simulations of storms do not make us wet, it is not clear 
how to carry this analogy over to computer simulations of mental processes. 
A Hollywood simulation of a storm using sprinklers and wind machines does make the actors wet. 
Most people are comfortable saying that a computer simulation of addition is addition, and a 
computer simulation of a chess game is a chess game. Is there any point to disagree? 
Are mental processes more like storms, or more like addition or chess? Like Chateau Latour and 
Picasso, or like urea? 
That all depends on your theory of mental states and processes. 
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The theory of functionalism says that a mental state is any intermediate causal condition between 
input and output. 
Under functionalist theory, any two systems with isomorphic causal processes would have the 
same mental states. 
Therefore, a computer program could have the same mental states as a person. 
Of course, we have not yet said what “isomorphic” really means, but the assumption is that 
there is some level of abstraction below which the specific implementation does not matter; as 
long as the processes are isomorphic down to this level, the same mental states will occur. 
In contrast, the biological naturalism theory says that mental states are high-level emergent 
features that are caused by low-level neurological processes in the neurons, and it is the 
(unspecified) properties of the neurons that matter. 
Thus, mental states cannot be duplicated just on the basis of some program having the same 
functional structure with the same input-output behavior; we would require that the program be 
running on an architecture with the same causal power as neurons. 
The theory does not say why neurons have this causal power, nor what other physical 
instantiations might or might not have it. 
To investigate these two viewpoints, we will first look at one of the oldest problems in the 
philosophy of mind: mind-body problem and then turn to three thought experiments. 
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Three thought experiment 
The mind-body problem 
dualist theories vs the monist theories 
Materialism – “Brains cause minds” free will & consciousness 
Brain states qualitative changes in brain states: 
type vs token identity 
propositional attitudes or intentional states such as believing, knowing, desiring, fearing, and 
so on, that refer to some aspect of the external world. 
The dilemma: 
Intentional states have a necessary connection to their objects in the external world. 
On the other hand, if mental states are brain states; hence the identity or non-identity of mental 
states should be determined by staying completely “inside the head,” without reference to the 
real world. 
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The “brain in a vat” experiment 
One way to resolve the dilemma is to say that the content of mental states can be interpreted from 
two different points of view. 
The “wide content” view interprets it from the point of view of an omniscient outside observer 
with access to the whole situation, who can distinguish differences in the world. 
Brain-in-a-vat beliefs are different from those of a “normal” person. 
Narrow content considers only the internal subjective point of view, and under this view the 
beliefs would all be the same. 
qualia, or intrinsic experiences – 
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The brain prosthesis experiment 
The brain prosthesis experiment was introduced in the mid-1970s by Clark Glymour and was 
touched on by John Searle (1980), but is most commonly associated with the work of Hans 
Moravec (1988). 
Suppose neurophysiology has developed to the point where the input-output behavior and 
connectivity of all the neurons in the human brain are perfectly understood. 
Suppose further that we can build microscopic electronic devices that mimic this behavior and 
can be smoothly interfaced to neural tissue. 
Lastly, suppose that some miraculous surgical technique can replace individual neurons with 
the corresponding electronic devices without interrupting the operation of the brain as a whole. 
The experiment consists of gradually replacing all the neurons in someone’s head with 
electronic devices and then reversing the process to return the subject to his or her normal 
biological state. 
We are concerned with both the external behavior and the internal experience of the subject, 
during and after the operation. 
By the definition of the experiment, the subject’s external behavior must remain unchanged 
compared with what would be observed if the operation were not carried. 
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Now although the presence or absence of consciousness cannot easily be ascertained by a third 
party, the subject of the experiment ought at least to be able to record any changes in his or her 
own conscious experience. 
Apparently, there is a direct clash of intuitions as to what would happen. 
Moravec, a robotics researcher and functionalist, is convinced his consciousness would remain 
unaffected. 
Searle, a philosopher and biological naturalist, is equally convinced his consciousness would 
vanish: 
You find, to your total amazement, that you are indeed losing control of your external behavior. 
You find, for example, that when doctors test your vision, you hear them say “We are holding up 
a red object in front of you; please tell us what you see.” You want to cry out “I can’t see anything. 
I’m going totally blind.” But you hear your voice saying in a way that is completely out of your 
control, “I see a red object in front of me.” . . . 
Your conscious experience slowly shrinks to nothing, while your externally observable behavior 
remains the same. (Searle, 1992) 
Then we must have an explanation of the manifestations of consciousness produced by the 
electronic brain that appeals only to the functional properties of the neurons. 
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Two possible conclusions: 

 
1. The causal mechanisms of consciousness that generate these kinds of outputs in normal 

brains are still operating in the electronic version, which is therefore conscious. 
 

Or, 
 

2. The conscious mental events in the normal brain have no causal connection to behavior and 
are missing from the electronic brain, which is therefore not conscious. 

 

Epiphenomenal aspects of consciousness 
After the operation has been reversed and the subject has a normal brain. Once again, the subject’s 
external behavior must, by definition, be as if the operation had not occurred. 
In particular, we should be able to ask, “What was it like during the operation? Do you remember 
the pointed stick?” 
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The subject must have accurate memories of the actual nature of his or her conscious experiences, 
including the qualia, despite the fact that, according to Searle, there were no such experiences. 
Searle might reply that we have not defined the experiment properly. 
If the real neurons are, say, put into suspended animation between the time they are extracted 
and the time they are replaced in the brain, then of course they will not “remember” the 
experiences during the operation. 
The artificial neurons must be functionally equivalent to the real neurons. 
Patricia Churchland (1986) points out that the functionalist arguments that operate at the level 
of the neuron can also operate at the level of any larger functional unit-a clump of neurons, a 
mental module, a lobe, a hemisphere, or the whole brain. 
That means that if you accept the notion that the brain prosthesis experiment shows that the 
replacement brain is conscious, then you should also believe that consciousness is maintained 
when the entire brain is replaced by a circuit that maps from inputs to outputs via a huge lookup 
table. 
Are these “lookup tables” conscious? 
This would suggest that the brain prosthesis experiment cannot use whole-brain-at-once 
replacement if it is to be effective in guiding intuitions. 
But it does not mean that it must use one-atom-at- a-time replacement as Searle have us believe. 
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The Chinese room Argument 
John Searle (1980) describes a hypothetical system that is clearly running a program and passes 
the Turing Test, but that equally clearly (according to Searle) does not understand anything of 
its inputs and outputs. 
His conclusion is that running the appropriate program (i.e., having the right outputs) is not a 
suficient condition for being a mind. 
The human = the CPU, 
The rule book i = the program, and 
The stacks of paper = the storage device. 
According to Searle, running the right program does not necessarily generate 
understanding. 
According to the systems reply, the entire system does have the capacity in question. 
When one asks the human (in English), the reply will be in the negative about understanding or 
knowing (Chinese). 
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Four axioms of Searle (1990): 
 

1.  Computer programs are formal, syntactic entities. 
2.  Minds have mental contents, or semantics. 
3.  Syntax by itself is not sufficient for semantics. 
4.  Brains cause minds. 

 
From the first three axioms he concludes that programs are not sufficient for minds.  
In other words, an agent running a program might be a mind, but it is not necessarily a mind just 
by virtue of running the program.  
From the fourth axiom he concludes “Any other system capable of causing minds would have 
to have causal powers (at least) equivalent to those of brains.” 
From there he infers that any artificial brain would have to duplicate the causal powers of brains, 
not just run a particular program, and that human brains do not produce mental phenomena solely 
by virtue of running a program. 
The conclusions that programs are not sufficient for minds does follow from the axioms. 



65 

Criticism of Searle 
All Searle has shown is that if you explicitly deny functionalism (that is what his axiom 3 does), 
then you can’t necessarily conclude that non-brains are minds. 
This is reasonable enough, so the whole argument comes down to whether axiom (3) can be 
accepted or not. 
According to Searle, the point of the Chinese room argument is to provide intuitions for axiom 
(3). But the reaction to his argument shows that it provides intuitions only to those who were 
already inclined to accept the idea that mere programs cannot generate true understanding. 
Searle appeals to intuition, not proof, for this part: just look at the room; what’s there to be a 
mind? But one could make the same argument about the brain: just look at this collection of cells 
(or of atoms), blindly operating according to the laws of biochemistry (or of physics). What’s 
there to be a mind? Why can a hunk of brain be a mind while a hunk of liver cannot? 
Searle allows the logical possibility that the brain is actually implementing an A1 program 
of the traditional sort. 
But the same program running on the ‘wrong kind of machine’ (?) would not be a mind. Searle 
has denied that he believes that “machines cannot have minds,” rather, he asserts that some 
‘machines’ do have minds. 
Humans are biological machines with minds. 
We are left without much guidance as to what types of machines do or do not qualify. 
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Ethics and Risk of Developing AI  
 

• ML of AI  
• Goal – can AI have goal?  
• Is it fair? What is fairness?  
• Can machines cheat to reach short-cut to the goal?  
• 5:1 patient dilemma  
• Who has to set the ethical goals of humans?  
• Ethics in logicist, optimal and satisfactory decision.  
• Can a machine be liable and guilty?  
• AGI is Strong AI  
• Machines ethics vs Human’s ethics for machines.  
• Is machine an autonomous rational agent?  
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• What is ethics? Selecting from options? Or, doing this on basis of 
intentionality?  

• HLM1 = Human Label Machine Intelligence 2050-2070.  
• Events/information – causation – reason – purpose = Explanation  
• Objectivity subjectivity  
• Intelligence explosion – the last invention (Hawking)  
• Unemployment issue & Capitalism  
• Slow boiling syndrome  
• King ….…, myth of touch-in-gold  
• Artificial Narrow Intelligence (ANI) – Weak AI  
• Artificial General Intelligence (AGI) – Strong AI  
• Artificial Super Intelligence (ASI) – GODLY Power  
• Malevolent use of ASI vs Benevolent use of ASI  
• Geometric or Exponential growth vs arithmetic or linear growth  
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• Shifting consciousness in machines or repairing human body with 
machines  

• AI ENTHUSIASM vs PESSIMISM  
• Is amorality immorality? Question of moral binary ontology of morality.  
• AI materialism, ASI & its Dilemma  
• Daniel Dewey’s points:  
• Predictive theory of intelligence explosion  
• Management of very powerful AI  
• Encoding of ‘friendly’ human tasks  
• ‘Reliable’ self-improvement  
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What is Constant Gap Theory (CGT)? 
 

Well, Constant Gap Theory (CGT) is a theory on AI singularity. 

AI singularity is a kind of prediction which claims that Artificial Intelligent will reach human 
level sooner. 

Human level means think like human or act rationally. 

If we take ‘human level’ in terms of efficiency, AI has already reached it by its functionality or 
efficiency. Even it has crossed already in some areas. 

AI non-enthusiasts will say it as mere weak AI. Generating thoughts and doing creativity is 
exclusively a human enterprise. 

According to them, strong or super-intelligent AI is not ontologically possible. 

Their argument for the inevitable shortcoming or limitation of AI systems is something like this: 

Human level of intelligence has developed more sophisticatedly, at least parallelly as of AI. Man 
has discovered so many new fields which were not unknown in the past human standard of 
intelligentsia. 
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So, human level of intelligentsia, which is called ‘singularity’ is not closed or fixed. Because, 
human potentiality is unpredictable. 

What will happen in the future or has happed in the past or present, is not an issue to debate. Yet 
philosophy engages in the understanding of something which others are yet to materialize. 

In this process of philosophizing, AI enthusiasts are crazily ‘predicting’ that future science will 
create Super Men who will not be necessarily biological that we call natural. 

There is no guarantee that these so-called Super Intelligent entities or future robots will be friendly 
to us. So, AI development may cause the extinct of human race from planet earth. 

Constant Gap Theory (CGT) is the cooling medicine to such eccentric horrific anxieties. 

CGT is workable both in theistic and atheistic lines of thought. 

From theistic point of view, man is the best creation of God. So, no entity can supersede the best 
one. From atheistic point of view, man is undoubtedly the choice of nature. Natural selection has 
‘favored’ man to build this magnificent civilization. 

no worry. let’s do AI. it will never dominate us. man is the best creation of God or best choice of 
mother nature. I believe in unlimited human potentialities. Don’t you? 

[ https://dorshon.com/what-is-constant-gap-theory-cgt/ ] 



71 

What is constant gap theory (CGT)? [lecture points] 
 

How do we define AI? 
AI as system that think like human or that think rationally 
Or, AI as system that act like human or that act rationally 
Functional development of computing power, Moore's law 
Job market, Software industry, Self-driving car 
 

Metaphysics and Ethics of AI 
Freedom, entity and ethics 
Is cyber ethics a form of AI enslavement? 
AI as free agent and ethics of AI-entities 
Three laws of robot as illustrated in the movie, “I, Robot” 
Risk of unequal friendship between man and ‘machine’ 
 

What is Constant Gap Theory (CGT)? 
Weak AI vs Strong AI  
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Singularity and constant gap theory (CGT) 
Human potentiality and creativity 
Prospects of cognitive modeling 
Qualification problem in AI 
 

Enthusiasm for Artificially Super-Intelligence 
Notion of inner potentiality and prospect of Strong AI 
Genetic fallacy and human chauvinism 
Limitation of human’s life resource dependency and AI’s prospect 
 

Human superiority for CGT 
Human enhancement versus transhuman transformation 
extraordinary capacity of biological human brain 
the mystery of human self-exclusiveness  
brute fact of human supremacy 
Selection of nature or God 
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